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Network architecture
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AtmoRep network architecture

network operates 
on local space-
time cubes
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token: small 
neighborhood 
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AtmoRep network architecture
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  ◦ Transformer-based network architecture

  › Input is set of tokens

  › Scales well to very large data-sets

  › Generative model (with decoder)

  › Effective for wide range of data sets

AtmoRep network architecture
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AtmoRep network architecture
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Multiformer: standard configuration

  ◦ Per token: 

  ◦ Neighhorhood: 18 h x 1350 km x 2700 km

  ◦ Fields: vorticity, divergence, vertical velocity, temperature, 
            specific humidity, total precipitation, orography

  ◦ Vertical model levels: 96, 105, 114, 123, 137

  ◦ Depth=20 (encoder: 10, decoder: 10) x 2048 embedding 

  ◦ Total number of parameters: 3.0 billion 
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Pre-training
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Training objective

  ◦ Numerical statistical atmospheric model

  › Training should model spatio-temporal relationship be-
tween arbitrary state    and
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Training objective

=> BERT: encourage robust, probabilistic model by  
                randomly applying distortions to input

  ◦ Numerical statistical atmospheric model:

approximate initial state

  J. Devlin, M.-W. Chang, K. Lee, and K. Toutanova. BERT: pre-training of deep bidirectional transformers for language understanding. In NAACL-HLT 2019, Minneapo-
lis, MN, USA, June 2-7, 2019, Volume 1 (Long and Short Papers), pages 4171–4186. Association for Computational Linguistics, 2019.
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Training objective

masked 
token model:

training to predict 
randomly masked 
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additive 
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  ◦ BERT-style masked token model

  › Mixture of masking, noise-pertubation and coarsening to 
learn robust, probabilistic representation

  › Masking ratio is sampled up to, e.g., 0.5, 0.75
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Training objective

  ◦ BERT-style masked token model

  › Mixture of masking, noise-pertubation and coarsening to 
learn robust, probabilistic representation

  › Masking ratio is sampled up to, e.g., 0.5, 0.75

  ◦ Monte Carlo sampling of spatio-temporal neighborhood

  › Random sampling of space-time neighborhood by first 
sampling month (=1 file) and then spatial patches

  › Robust sampling from data and embarassingly parallel
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Pre-training results
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Pre-training results
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Pre-training results
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Intrinsic Capabilities
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  ◦ Numerical statistical atmospheric model:
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casting, downscaling, temporal interpolation, ...
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Zero shot capabilities

  ◦ Numerical statistical atmospheric model:

  ◦ Encompasses forecasting, temporal interpolation, down-
scaling, ...

  ◦ With random masking duing training, many of these ap-
plications can be realized intrinsically without task-specific 
training
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Zero shot capabilities

  T. Brown, B. Mann, N. Ryder, M. Subbiah, J. D. Kaplan, P. Dhariwal, A. Neelakantan, P. Shyam, G. Sastry, A. Askell, S. Agarwal, A. Herbert-Voss, G. Krueger, T. Henighan, R. 
Child, A. Ramesh, D. Ziegler, J. Wu, C. Winter, C. Hesse, M. Chen, E. Sigler, M. Litwin, S. Gray, B. Chess, J. Clark, C. Berner, S. McCandlish, A. Radford, I. Sutskever, and D. 
Amodei. Language models are few-shot learners. In Advances in Neural Information Processing Systems, volume 33, pages 1877–1901. Curran Associates, Inc., 2020.

Large language model: 
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  T. Brown, B. Mann, N. Ryder, M. Subbiah, J. D. Kaplan, P. Dhariwal, A. Neelakantan, P. Shyam, G. Sastry, A. Askell, S. Agarwal, A. Herbert-Voss, G. Krueger, T. Henighan, R. 
Child, A. Ramesh, D. Ziegler, J. Wu, C. Winter, C. Hesse, M. Chen, E. Sigler, M. Litwin, S. Gray, B. Chess, J. Clark, C. Berner, S. McCandlish, A. Radford, I. Sutskever, and D. 
Amodei. Language models are few-shot learners. In Advances in Neural Information Processing Systems, volume 33, pages 1877–1901. Curran Associates, Inc., 2020.

Figure 2.1: Zero-shot, one-shot and few-shot, contrasted with traditional fine-tuning. The panels above show
four methods for performing a task with a language model – fine-tuning is the traditional method, whereas zero-, one-,
and few-shot, which we study in this work, require the model to perform the task with only forward passes at test
time. We typically present the model with a few dozen examples in the few shot setting. Exact phrasings for all task
descriptions, examples and prompts can be found in Appendix G.

• Zero-Shot (0S) is the same as one-shot except that no demonstrations are allowed, and the model is only given
a natural language instruction describing the task. This method provides maximum convenience, potential for
robustness, and avoidance of spurious correlations (unless they occur very broadly across the large corpus of
pre-training data), but is also the most challenging setting. In some cases it may even be difficult for humans
to understand the format of the task without prior examples, so this setting is in some cases “unfairly hard”.
For example, if someone is asked to “make a table of world records for the 200m dash”, this request can be
ambiguous, as it may not be clear exactly what format the table should have or what should be included (and
even with careful clarification, understanding precisely what is desired can be difficult). Nevertheless, for at
least some settings zero-shot is closest to how humans perform tasks – for example, in the translation example
in Figure 2.1, a human would likely know what to do from just the text instruction.

Figure 2.1 shows the four methods using the example of translating English to French. In this paper we focus on
zero-shot, one-shot and few-shot, with the aim of comparing them not as competing alternatives, but as different
problem settings which offer a varying trade-off between performance on specific benchmarks and sample efficiency.
We especially highlight the few-shot results as many of them are only slightly behind state-of-the-art fine-tuned models.
Ultimately, however, one-shot, or even sometimes zero-shot, seem like the fairest comparisons to human performance,
and are important targets for future work.

Sections 2.1-2.3 below give details on our models, training data, and training process respectively. Section 2.4 discusses
the details of how we do few-shot, one-shot, and zero-shot evaluations.

7

Large language model: 
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• Zero-Shot (0S) is the same as one-shot except that no demonstrations are allowed, and the model is only given
a natural language instruction describing the task. This method provides maximum convenience, potential for
robustness, and avoidance of spurious correlations (unless they occur very broadly across the large corpus of
pre-training data), but is also the most challenging setting. In some cases it may even be difficult for humans
to understand the format of the task without prior examples, so this setting is in some cases “unfairly hard”.
For example, if someone is asked to “make a table of world records for the 200m dash”, this request can be
ambiguous, as it may not be clear exactly what format the table should have or what should be included (and
even with careful clarification, understanding precisely what is desired can be difficult). Nevertheless, for at
least some settings zero-shot is closest to how humans perform tasks – for example, in the translation example
in Figure 2.1, a human would likely know what to do from just the text instruction.

Figure 2.1 shows the four methods using the example of translating English to French. In this paper we focus on
zero-shot, one-shot and few-shot, with the aim of comparing them not as competing alternatives, but as different
problem settings which offer a varying trade-off between performance on specific benchmarks and sample efficiency.
We especially highlight the few-shot results as many of them are only slightly behind state-of-the-art fine-tuned models.
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Training task:
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masked neighbor-
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time

Temporal  
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Zero shot capabilities
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Training task:

predict randomly 
masked neighbor-
hoods in space-
time

Also:
- spatial interpo-

lation (missing 
data)

- downscaling
- ...

Zero shot capabilities
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Model correction

  ◦ Numerical statistical atmospheric model:
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Model correction

  ◦ Numerical statistical atmospheric model:

approximate initial state
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Model correction

  ◦ Numerical statistical atmospheric model:

approximate initial state
(training with masking and  
noise, lower resolution)
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Model correction
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Model correction
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Model correction
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Model correction
references: ERA5

vorticity, ml=137, 10/01/2020, 12:00
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reference: IFS

vorticity, ml=137, 10/01/2020, 12:00

Model correction
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Model correction
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Model correction
network input: ERA5, 1h prediction

vorticity, ml=137, 10/01/2020, 13:00
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Model correction
network input: IFS, 1h prediction

vorticity, ml=137, 10/01/2020, 13:00
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Model correction

network input: ERA5 network input: IFS
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Model correction
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Model correction
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Counterfactuals

  ◦ Numerical statistical atmospheric model:
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Counterfactuals

  ◦ Numerical statistical atmospheric model:
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Counterfactuals

  ◦ Numerical statistical atmospheric model:

  ◦ Counterfactual: keep initial conditions     but manipulate 
                          the auxiliary information    
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Counterfactuals
29/08/2005, 10:00

 1h prediction
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29/08/2019, 10:00

Counterfactuals

 1h prediction
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difference map

Counterfactuals
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Applications
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Medium range forecasting

  ◦ How to do global forecasts with a local model?
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Medium range forecasting
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  ◦ How to do global forecasts with a local model?

Medium range forecasting
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  ◦ How to do global forecasts with a local model?

Medium range forecasting

No exchange  
of information
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  ◦ How to do global forecasts with a local model?

Medium range forecasting
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  ◦ How to do global forecasts with a local model?

Medium range forecasting



102© Christian Lessig, 2023

  ◦ How to do global forecasts with a local model?

Medium range forecasting
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Downscaling

  ◦ Generate higher-resolution field from coarser input
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Downscaling
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Downscaling
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Bias correction
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Bias correction
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Bias correction
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Bias correction
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Bias correction
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Bias correction
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Bias correction
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Bias correction
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Summary
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  ◦ Numerical statistical atmospheric model 

  › Complementary to classical GCMs and ESMs

  › Represented by very large neural network

  › Very long training leads to continuous improvement

AtmoRep
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  ◦ Numerical statistical atmospheric model 

  › Complementary to classical GCMs and ESMs

  › Represented by very large neural network 

  › Very long training leads to continuous improvement

  ◦ BERT-type training leads to versatile intrinsic capabilites

  › Forecasting, temporal interpolation, model correction, ...

  › Straight forward extension to various applications 

AtmoRep
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Counterfactuals
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Counterfactuals
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Multiformer

  ◦ Plug-and-play of fields

  › Fields can be added/removed with limited (or no) 
computational effort
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Multiformer

  ◦ Plug-and-play of fields

  › Fields can be added/removed with very limited  
computational effort

  ◦ Cross-attention allows for explicit introspection of inter-
action between fields

  ◦ Different physical fields with different properties have 
separate latent spaces (and transformations for these)
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AtmoRep data
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ERA5 versus ImageNet
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ERA5 versus ImageNet

vorticity
divergence

velocity
vector field

stream function
velocity potential



146© Christian Lessig, 2023

ERA5 versus ImageNet
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ERA5 versus ImageNet
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AtmoRep data
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Statistical loss

  ◦ Attention maps: 
block=1, heads
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Loss

  ◦ MSE measures only very approximately what is of  
interest in applications

  ◦ To train a statistical model, deterministic training and 
loss is insufficient
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Loss

  ◦ MSE measures only very approximately what is of  
interest in applications

  ◦ To train a statistical model, deterministic training and 
loss is insufficient

=> Analog of cross-entropy loss for regression problems?
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Statistical loss
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end-to-end training encourages 
statistical representation
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Statistical loss

  ◦ Statistical loss:

  ◦ CRPS:1

1 S. Rasp and S. Lerch. Neural networks for postprocessing ensemble weather forecasts. Monthly Weather Review, 146(11):3885 – 3900, 2018.
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Statistical loss
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Statistical loss
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Statistical loss
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Statistical loss

  ◦ Predictions: 
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Statistical loss

  ◦ Predictions: 
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Statistical loss

  ◦ Predictions: 
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Statistical loss
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Statistical loss
standard deviation (temperature)
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Pre-training results

  ◦ Pre-training of individual fields

  › More compute-efficient 
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Pre-training results

  ◦ Pre-training of individual fields

  › More compute-efficient 

  ◦ Assembly of multiformer from pre-trained fields

  › Fields can be assembled as needed for application

  › Very little training time needed to “synchronize”  
pre-trained fields in assembled multiformer


